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Organizations are adopting Al tools quickly, but success
depends on more than the technology. It also depends on
how people use it, how work changes around it, and how
organizations manage those changes. Psychological science
has something to say about each.

Problems can arise even when the technology is delivering
real value to the organization. People may trust an Al tool where
itis unreliable, or distrust it where it is reliable. The skills needed
to supervise an Al tool can fade or fall out of date. It can become
unclear who is responsible for checking the accuracy of Al
output, and checking that output can take more time and effort
than the tool saves. Psychological and behavioral research
helps us anticipate many of these problems.

This guidance does not address whether an organization
should adopt Al. It addresses what organizations should con-
sider when Al is introduced into people’s work. The evidence
comes from research on Al and other automated systems,
and from long-standing psychological research on how people
make decisions, learn, work in teams, and perform at work.

The guidance is organized around seven objectives. Each
identifies something an Al deployment has to get right for
the people whose work it changes.

1. Stakes: Match safeguards to the stakes of the deployment
Trust and reliance: Help people develop and tailor their
trust in Al tools over time

Accountability: Make human oversight meaningful rather
than a formality

Job design: Redesign both work tasks and the job itself
Expertise: Protect the ways people build deep knowledge
Fair process: Introduce Al through a fair process
Monitoring: Respect psychological boundaries and set
limits on monitoring

w
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HOW TO USE THIS RESOURCE

This guidance is not a compliance standard, an APA profes-
sional standard, or an evaluation of any product. Instead, use
it to guide decisions and check your reasoning. Specifically:

* Use the checklist in this document before a significant
Al deployment and periodically afterward.

« Discussthe questionsin this document with people who
understand the technology and the work it will affect.

* Revisit the objectives in this document on a regular
schedule and after major changes, such as a new system,
achangein Almodel, amajor upgrade, or areorganization.

* Which objectives matter most will depend on the
organization’s work, goals, and risks.

* Record the important decisions, who owns them, and
when they will be revisited.

WHAT THIS GUIDANCE COVERS

This guidance addresses a central question: From the per-
spective of psychological science, what should organizations
consider when bringing Al tools into the work of their employ-
ees, teams, and leaders?

Importantly, this guidance also focuses on people: their judg-
ment, behavior, and well-being.

Two cautions apply throughout this guidance. First, effects
will almost certainly differ across organizations, people, tasks,
and levels of experience.'?? Second, Al tools and how they
are used will continue to change. Deployment decisions
should be revisited as the technology and the work change.
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A short checklist for leaders

Consider this checklist when vetting a specific Al tool or reviewing one already in use, to support leaders’ judgment and
existing decision processes.

STAKES OF THE DEPLOYMENT

How serious could an error from the Al tool be, and how
quickly would someone noticeit? Can errors be undone?
Who bears the consequences?

Where does the tool's output go? Could an error affect
later decisions or spread across many cases or
systems?

If problems or errors emerge, who can narrow, pause, or
stop its use—and how quickly?

TRUST AND RELIANCE

Is it clear where the Al tool is reliable and where it is not,
task by task and case by case?

Have the people using the tool identified where and why
it fails in actual work?

When will the tool's reliability be checked again as the
tool and the work change?

ACCOUNTABILITY

Who is responsible for outcomes that depend on the Al
tool? Can that person actually influence those
outcomes?

Do the people overseeing the tool have the time, exper-
tise, independent information, authority, and support to
act on concerns?

Is there a clear expectation and/or policy for when people
should disclose that they used Al, and does everyone
know it?

JOB DESIGN

Before the Al tool arrived, what did the work actually
require beyond the formal task list, such as unwritten
know-how or informal steps?

What changes for the work and the workers when the Al
toolis introduced?

Do workloads, schedules, and metrics account for check-
ing Al output and intervening when needed?

Were expectations for the tool written down before adop-
tion, and have they been compared with what actually
happens once the tool is deployed?

EXPERTISE

Which tasks are deliberately assigned to people instead
of an Al tool, and why?

How will the organization know whether employees are
retaining and building the skills it needs?

If the Al tool takes over a specific task or role, who will
have the expertise to monitor it, now and in the future?

FAIR PROCESS

Can employees explain, in terms of their own work, why
the Al tool is being used?

Were the intended users consulted before the decision
to adopt it?

Do employees see the tool's use and its outcomes as fair?

MONITORING

Do people know what informationis collected or inferred
about them from an Al tool, as well as who can see it, how
it may be used, and whether they can dispute and correct
that information?

Does the Al tool estimate people’'s emotions, personality,
engagement, or other characteristics or states? If so, what
evidence shows those estimates are accurate for the
intended use? Either way, has the tool been evaluated
across relevant differences among users and
situations?

How does the organization determine whether monitor-
ing is achieving its intended purpose?
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The 7 human objectives

The seven objectives below describe the human factors that
contribute to whether an Al deployment succeeds. They
are not stepsin a sequence and don't need to be addressed
in order.

Each objective below is a practical goal for the people
responsible for deploying Al. Under each heading are the
psychological and behavioral concepts it draws on, followed
by suggested practices, what success might look like, and
warning signs.

1. STAKES: MATCH SAFEGUARDS TO
THE STAKES OF THE DEPLOYMENT

Relevant psychological and behavioral concepts: Judgment under
uncertainty, prospective thinking, signal detection, error detection
and recovery, common-mode human failure

Strength of evidence: Well established for error detection, recov-
ery, and the difficulty of forecasting rare high-consequence events.
Emerging for correlated failure across an organization using the same

Al system.

What this means
Different uses of Al tools call for different safeguards. A tool
that summarizes meetings needs lighter checks than one
that makes consequential decisions or schedules maintenance
on safety-critical equipment.*®
Matching safeguards to the stakes of the deployment

means thinking through consequences and scenarios that
may lie ahead. People struggle with predicting outcomes that
are rare, unexpectedly severe, or slow to build up.6”® So, for
higher-stakes uses, write down the possible consequences
instead of leaving it to intuition.

“How likely is this?" and “How bad would it be?” remain
the basic questions about risk.” However, these four questions
address considerations that are often overlooked.

1. Who bears the consequences? The right safeguards
depend partly on who pays for a mistake: the organiza-
tion, a worker, or someone outside the organization who
had no say in using the tool. The stakes are different when
the people who are affected are not the ones deciding
how the tool is used.

2. Can the consequence be undone? Some mistakes can
be easily corrected, while others can't. The more difficult
a mistake is to fix, the more important it is to prevent the
error in the first place. It's also important to consider that
preventing one kind of error can make another more likely,
and that not acting also carries consequences.

3. How quickly would anyone know? An error caught imme-
diately is very different from one that goes unnoticed

while it feeds later work. Because Al can operate quickly
and at scale, the same problem can recur many times
before anyone notices.

4. How far could the consequence spread? Output that
feeds later decisions can harden into accepted fact that
no one re-checks. A tool used the same way across many
cases can also repeat the same error in all of those cases.
Consider whether one mistake could affect a single case,
hundreds of cases, or an entire system or process.

Suggested practices
* Answerthe four questionsin writing before deployment,
with input from the people who do the work.

* Matchoversight, training, review, and documentation to
the stakes of the deployment.

* Buildaquality control system. How will errors be detected,
logged, corrected, and contained?

* Donotassumethat success in alow-stakes pilot means
the tool is ready for high-stakes use.

* Reassessthe stakes when the tool, task, users, or volume
of work changes significantly.

What effective deployment might look like
v The safeguards reflect what could go wrong and how
difficult it would be to fix.

v The people responsible for the deployment can explain
how an error would be noticed and how quickly.

v The stakes of the deployment are reassessed when the

tool, task, volume, or users change.

Red flags to watch for
x The samereview process is used for low-stakes and high-
stakes cases.

x The same kind of error keeps happening without a change
in how the tool is used or checked.

x  Nobody can say how a particular kind of error would be
noticed.

x A successful pilot is used to justify a substantially differ-
ent use.

x The tool, task, volume, or users have changed, but the
risk assessment has not.
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2. TRUST AND RELIANCE: HELP PEOPLE DEVELOP
AND TAILOR THEIR TRUST IN Al TOOLS OVER TIME

Relevant psychological and behavioral concepts: Trust and
reliance, automation bias, algorithm aversion, confirmation bias,
mental models, metacognition, processing fluency, psychological
safety, working memory, and attentional capacity

Strength of evidence: Well established for the underlying phenom-
ena. Emerging for how individuals behave with Al systems specifically.

What this means

Relying on a tool too much or too little (what human-auto-
mation researchers call misuse and disuse) carries costs,
including safety, legal, ethical, and reputational risk. People

who rely on a tool more than is appropriate tend to stop mon-
itoring its output closely and may lose the ability to catch its

errors. People who rely on it too little may miss errors the tool

would have caught, or waste time re-checking acceptable

work 101121314 begple must decide how much of their time and

attention to spend checking the tool, and people with different
skills and experience may decide differently. How much of

that choice to leave to individuals is itself an organizational

design decision. Where errors are costly or irreversible, the

organization should require specific checks (see Objective 1).
Where errors are minor and quickly caught, more individual

judgmentisreasonable. The goal should be trust that matches

what the tool can actually do and that is updated as the tool

changes and as people gain experience using it.

There are several behavioral patterns worth considering.
First, people can mistake confidence and polish for accuracy.®
Smooth, well-organized text is easy to read, and what is easy
to read tends to be believable.®"'® Second, a tool that does
one task well may do another task poorly, and people often fail
to adjust their trust from task to task.” Third, when a tool is
usually right, people pay less attention to checking it, so its
occasional errors are easier to miss. A tool that fails once in

100 cases can be harder to oversee than one that fails once in
10, because rare failures are easier to miss.?° Fourth, chat-based
Al tools sometimes agree with whoever is prompting the tool
(a tendency called sycophancy).? A user can ask a leading
question, get agreement, and grow more confident without
learning anything new. The quality of the answers also depends
on the user, because expertise affects both what people ask
and how well they judge the answer. So a tool's reliability
depends on the task, the user, and how it is used.?2%2

How much people rely on a tool depends heavily on choices
the organization makes. Leaders may not control how the tool
is built, but they do decide how it is introduced, what people are
told about its weaknesses, what must be checked, and what
gets rewarded. Individual differences matter t0o,?>?¢ though
there is little evidence yet on how they play out with Al

Training should show the tool failing as well as working
well. Examples should include realistic conditions and both
high and low-stakes tasks. Trust also should evolve as the
tool, the work, and people's experience change.?”®

Suggested practices

* Testandexplain where the toolis reliable and where it is
not, task by task, context by context in the language used
by the people who do the work. Update the explanation
as the tool and the work change. Treat vendor accuracy
claims as a starting point. They may not reflect your data,
your tasks, or your users.

* Show people real examples of the tool failing. Demon-
strations of what it can do may not provide a complete
understanding. Seeing realistic errors gives people a more
accurate picture. Encourage people to report failures they
find, but recognize that people new to a task may not yet
be able to tell a good answer from a plausible-sounding
one. Seeing examples helps them develop that skill.
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* Measure the tool against the standards that have tradi-
tionally defined good work. Be clear about what you are
measuring and comparing: which task, and whether for
individuals, teams, or units, and by what standard. Com-
pare error rates and quality in addition to speed. Faster
output that needs more correction later may not be an
improvement.

* Make clear that the tool agreeing with you is not confir-
mation of accuracy. A tool that tends to agree with who-
ever asks is not a valid second opinion. Real checking
means consulting a trusted independent source, aninde-
pendent calculation, or an expert colleague who has not
seen the tool's answer.

* Where the stakes warrant it, build checks into the work-
flow instead of relying on people to remember. Consider
task-specific checklists rather than relying only on general
reminders to be careful. Start by putting checklists in
place where an error would quickly become costly or
impossible to fix. Finding and reporting an error should
be encouraged, not penalized.

* Scheduleregular reviews of how people understand and
use the tool rather than waiting for a mistake to force a
closer look. The reason is twofold: As confidence grows,
people tend to check the tool's output less closely, and
the tools themselves keep changing.

* Expect people to vary in their use of Al. Someone who
gets good results without the tool is still an effective
worker. Their approach may be an example for others.

* Do not make adoption or usage rates the main goal. Usage
targets can reward reliance over good judgment about
when to use the tool and when to check it.

What effective deployment might look like

v People can name, without prompting, the tasks where they
check the tool's output and the tasks where they don't.

v Errorsare caught by the people using the tool, before the
work leaves the team.

v Peoplerely more onthe tool for tasks it handles well and
less for tasks it doesn't.

Red flags to watch for

x Errors are being detected by clients, auditors, or down-
stream teams.

x People keep prompting the tool until it provides the
answer they want.

x People cannot name any task where they would not trust
the tool.

x Usageis high, but almost no problems are being reported.

x People spend less time reviewing the tool's output even
though the tool's performance has not changed.

3. ACCOUNTABILITY: MAKE HUMAN OVERSIGHT
MEANINGFUL RATHER THAN A FORMALITY

Relevant psychological and behavioral concepts: Meaningful
human agency, diffusion of responsibility, role clarity, moral respon-
sibility gaps

Strength of evidence: Well established for role clarity, diffusion of
responsibility, and their consequences. Emerging for attribution and
moral responsibility in mixed human-Al work.

What this means

Having a person involved in the process may not equal true
oversight. Oversight is more likely to be effective when the
reviewer has:

« thetime, energy, and attention to do the review;

* the expertise to tell a correct answer from a plausi-
ble-sounding but incorrect one;

= information from reliable sources other than the tool;
* the authority to overrule the tool; and

* aworkplace that does not penalize them for overruling it.

Without all five, review risks becoming a formality.?230332

Time, energy, and attention are especially important. A
reviewer is unlikely to be able to provide meaningful oversight
if the workload leaves too little capacity to review the work.
Further, when something goes wrong, the person closest to
the work or assigned to review the work may be blamed even
if they lacked the time, information, or authority to prevent
the error.333* This can make oversight feel more like risk and
exposure than meaningful responsibility.
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Suggested practices

* Decide in advance which decisions require human
involvement—however confident the system appears—
and explain why each decision is on the list. Update the
list as tools and roles change.

* For each important workflow, write down what the Al
may do, what a person must do, and who is responsible
fortheresult. If you are unable to do this, the roles are not
yet settled. Where workflows change too fast to docu-
ment, decide instead who may deploy the tool, who may
change what it does, and who owns the outcome.

* Check each oversight role against the five conditions
above. If any condition is missing, either give the role
what it needs or drop the requirement.

* Do nothold people accountable for outcomes they had
no power to change. Where responsibility belongs
higher up, provide clarity as to where the responsibility
resides and how to access the responsible individuals.
Applaud people who responsibly report errors and neg-
ative outcomes.

* When a system keeps acting after a person’s involve-
ment ends, define what it may do, what will stop it, and
who is told if it stops. Make sure there's a plan for con-
tinuing critical work if the tool becomes unavailable,
and that everyone understandsiit.

* Set aclear rule for when people must disclose that they
used Al. Leavingit toindividual judgment leads to incon-
sistent practice.

* Decide in advance if and when people may use Al tools
the organization has not approved.

What effective deployment might look like

v For each important workflow, one named person is
responsible for the result and has the authority to change
it, with a trained backup.

v Reviewers sometimes change or reject the tool's output.

v People openly report when they have used Al, including
when its use contributed to an error.

Red flags to watch for

x Nobody can identify who owns a decision the system is
effectively making.

x The designated reviewer approves nearly everything, and
everyone treats that as satisfactory.

x After an incident, responsibility falls on someone who
did not have authority to prevent it.

x People are unsure when to disclose that they used Al.

4. JOB DESIGN: REDESIGN BOTH WORK
TASKS AND THE JOB ITSELF

Relevant psychological and behavioral concepts: Cognitive load,
attention, situational awareness, hidden labor, job and work redesign,
job demands-resources model, incentive alignment, change overload,
job design

Strength of evidence: Well established for cognitive load, atten-
tion, and the effects of poorly designed job demand-resource
balance. Emerging for the size and distribution of verification work
in Al-assisted roles.

What this means
Organizations often ask which tasks Al will replace. Research
onwork design suggests a better question: how will Al change
the work people do? Al often changes work rather than
simply removing it.3>3%37 Searching, recalling, drafting, and
routine thinking may shrink, while checking, combining
information, monitoring, and handling the cases the tool does
not manage may grow.>®3° An adjuster who used to spend
the morning assembling a claims file now spends it checking
a file the tool assembled and handling the cases it couldn't.
Whether that trade improves the job depends on what gets
easier, what gets harder, and what is new.*® Organizations
tend to count the work that disappears and miss the work
that is added, so both should be measured.* Not every task
should be assigned based on just an evaluation of efficiency.
Some activities areimportant to keep in human hands because
they build relationships or responsibilities that are valuable
to the organization’s mission.

Redesigning existing work is harder than designing a new
job. This is because existing work has informal routines,
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unwritten steps, and workarounds that the people making
deployment decisions often cannot see.*? Unless there is an
ongoing, competent effort to conduct job analyses, there may
be no data recorded anywhere that explains the specifics. Al
may also make new roles possible or necessary. Either way,

planfor the Al-related human judgment, oversight, and check-

ing that the work will require. In a new role, this workflow can
be built in from the start. In an existing role, this workflow
must be deliberately added.*®

Suggested practices

* Divide work according to what people and technology
each do well. Use technology to keep people’s efforts
focused on work they do best and work where humans
outperform Al, which may include work that needs judg-
ment, creativity, and collaboration. Some tasks should
stay with people even when Al could do them, because
they sustain relationships, meaning, or commitments
central to the organization’'s mission.

* Before changing the work, map out how the work is done
in practice. Include the small steps no one typically writes
down, and design the deployment around that reality.

* Treat checking and fixing Al output as real work. Allow
time for it, assign it to people with the expertise to catch
mistakes, and account for this quality controlin people’s
workloads and schedules.

* Askthe people who are doing the work what has changed
for them. Look for changes in workload, mental demands,
motivation, and the ability to keep track of what is happen-
ing, including differences by role, expertise, and career stage.

* Ensure workloads, incentives, and metrics support the
work you expect. If oversight requires sustained attention,
provide time for it.

* Check whether metrics reward the behavior you want. If
careful review matters, do not reward speed alone or at all.
Watch for whether metrics push some people toward dis-
engagement, burnout, or leaving the organization.

What effective deployment might look like

v Plans, schedules, and staffing account for verification and
repair work.

v People describe the work as different or even more enjoy-
able, easier, and less time consuming.

v Productivity gains show up in the metrics and are con-
firmed by the people doing the work.

Red flags to watch for

x Reported productivity is up and people describe the work
as more tiring, draining, or difficult.

x Al handles the easier tasks, leaving employees with
mostly difficult work.

% People are doing verification work after hours because
there is not enough time for it during the workday.

x Every rollout is followed by another before people have
had time to adapt.

5. EXPERTISE: PROTECT THE WAYS
PEOPLE BUILD DEEP KNOWLEDGE

Relevant psychological and behavioral concepts: Skill acquisition
and decay, desirable difficulty, elaborative processing, novice-expert
differences, cognitive offloading, deskilling, and out-of-the-loop
performance

Strength of evidence: Well established for skill acquisition, practice,
and decay. Emerging for the specific effects of Al tools on professional
skill formation and change.

What this means

Deploying Al can change how people build expertise.**4> The
same tool can affect two people doing the same task in
different ways.*¢47484% Experienced workers may use the tool
to skip effort they no longer need to expend, because they
believe they already have the skills to judge the output. Newer
workers may use the tool to skip the very effort that builds
those skills. Both may look equally productive, but they may
not be building the same ability to supervise the tool later.50'52
Which way it goes depends on what people already know,
what the task demands, and what the organization rewards.
If speed is rewarded, people will likely take the faster path.
The gap can widen over time, because getting good answers
from these tools requires strong judgment (see Objective 2).
Unless the organization makes room for learning, newer
workers may get less from the tool today and may build less
of the judgment they will need tomorrow.
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People build skill by working through tasks that are difficult

enough to stretch their current abilities. Researchers some-

times call this “desirable difficulty.”>? Difficulty alone is not
enough. Learning requires the right kinds of challenges, such

as attempting a problem before seeing the answer and prac-

ticing solving problems multiple times.>*>* If a tool does too

much of the work on tasks a person is still learning, that per-

son may not develop the judgment needed to supervise it.
Because building a skill is hard and often uncomfortable,
handing the work to an Al tool is tempting, and people face
that choice many times a day, often under time pressure.
Work design and incentives can make the harder path worth
taking. Even people who can supervise Al tools well today
will need to keep learning as the tools and their field change.
What makes sense for each individual can still lead to
problems for the organization. When questions that once
went to a knowledgeable colleague go to an Al tool instead,
the answer may be just as good, but three things can be lost:

* colleagues lose the chance to explain things to others,
which deepens their own understanding;

* thepersonasking does notlearn who knows what, making
it harder to connect people and tasks later; and

* theorganization gradually loses track of where its exper-
tise lies.

These effects can take time to appear. Leaders should make
sure that handing work to a tool that does it faster, or even
better, does not erode the expertise the organization will

need later.>®” Expertise is an organizational asset that pro-

vides value and competitive advantage.®®*° |t is expensive to
buy or rebuild, if it can be replaced at all.®°

Suggested practices

* Decide whichtasks people should keep doing themselves
to build skill and explain the reason to them. This should
be an organizational decision, not left to individual man-
agers' preferences.

* Where people are still learning, have them attempt the
work before seeing the tool's version, then compare. Start-
ing from the tool's output may not build the same skill.

* Track whether people are building and maintaining the
skills the organization needs.

* Before moving atask fromapersonto Al, ask what other
skills depend on doing that task.

* Watch what happens to collaboration as Al use spreads.
If colleagues consult each other less, consider what
knowledge may no longer be shared.

* Preserve opportunities for people to approach problems
in different ways. Shared tools can lead people toward
the same approaches and answers, potentially eroding
innovation.

What effective deployment might look like

v Newer staff can explain the reasoning behind work the
tool helped produce.

v Peoplewho are still learning skills try the work themselves
before comparing it with the tool’s version.

v Colleagues still bring challenging questions to each other,
and people know who to turn to for different types of
expertise.

Red flags to watch for

% Senior staff report spending more time reviewing work
that is longer and more polished, but not necessarily more
accurate or carefully thought through.

x Nobody canindependently evaluate whether the Al tool's
output is correct or comprehensive.

x New staff get up to speed faster, but develop less skill.

6. FAIR PROCESS: INTRODUCE Al
THROUGH A FAIR PROCESS

Relevant psychological and behavioral concepts: Procedural
justice (voice, transparency, consistency, correctability), psycholog-
ical safety, job insecurity and role ambiguity, psychological contract,
organizational change, attribution and contribution

Strength of evidence: Well established for procedural justice,
psychological safety, and the effects of insecurity and role ambigu-
ity. Emerging for disclosure norms specific to Al use.

What this means

How a tool is introduced affects how people respond to it,
regardless of how good the tool is."%2%3 A fair process gives
the people affected a meaningful opportunity to raise concerns
and influence decisions. That does not mean everyone gets
what they want. It means their input is genuinely considered
and can lead to changes in how, when, or whether a tool is
deployed. It also does not mean using a process designed
primarily to win acceptance. Asking for input after the import-
ant decisions have already been made is not meaningful
consultation, is likely to be detected, and may backfire 6465666768

People want to know why a tool is being introduced—and

what they are told influences their appraisal of the tool.%7°

“Efficiency” or “competitors are doing it” may not provide
much of an explanation. Connect the tool to the organization's
mission and the problems it can help solve. Explain what the
toolisintended to accomplish and its limits. That gives people
something concrete to evaluate and discuss.”"’?

Job insecurity can also affect how people respond to a
deployment.”>’* People who are unsure about their jobs may
take fewer risks, share less information, and watch anxiously
for signs about their future. Saying nothing about how a
deployment will change work may be heard as bad news.
Transparency tends to build more trust than reassurance:
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Share what you know, what you don't know yet, and when
you expect to know more. Job changes can also affect pro-
fessional identity, and most people do not see their roles as
primarily checking a machine’s work. This can matter even
for people whose jobs are secure, particularly when they have
spent years developing expertise in work that is now being
automated.

People closest to the work often see consequences that
decision makers may not perceive. Asking for their input can
improve how the deployment works as well as how well it is
accepted.”® This means giving people a real chance to con-
tribute before decisions are final, and recognizing the time
that takes.

As Al becomes part of shared work, it gets harder to tell
who contributed what. Sorting out credit can already be dif-
ficult on human teams” and can become even more difficult
when Al produced part of the work.””787980 This matters
because performance reviews, credit, and promotions depend
on knowing who contributed what.t"8? Left unaddressed, this
can make individual contributions more difficult to evaluate
fairly and accurately.

Finally, deployment plans assume problems will be
reported and fixed, which happens primarily when people
feel safe reporting that a tool did not help, that it made an
error, or that their own use of it caused a problem.83#* Oth-
erwise the organization finds out too late.8>8¢ Leaders should
also follow their own rules on disclosing and checking Al use.
What leaders do often shows others what is expected. With-
out safe reporting, accurate trust in the tool is unlikely to
develop® (see Objective 2).

Suggested practices

* Explainthe deploymentinterms of the problemitis meant
to solve and its limitations. If a new Al system cannot be
explained clearly to those expected to use it, it should not
be deployed.

* Consult all affected stakeholders before a deployment
decision is made. This includes those who will be using
the new system, those who will be affected by the outputs
of that system, and external monitors and regulators.

* Say what you know about effects on roles, what you don't
know, and when you will likely know more. Give people
time to learn and adjust.

* Makeit safe, and expected, for people to report tool lim-
itations, tool failures, and user errors. Communicate
clearly that newly deployed tools and systems are not
expected to be perfect.

* Recognize that new work expectations to learn, oversee,
and respond to new Al tools and systems are new job
tasks. Adding Al can be asking workers to do more with
the same existing resources. Communicate this under-
standing clearly to affected workers.

* Apply the same disclosure rules to leaders as to every-
one else.

* Create a simple way to fix problems, and show people
when and how something was fixed because someone
raised a concern.

What effective deployment might look like

v People canexplain why the tool is being used in terms of
their own work.

v Problems get reported early, including problems caused
by a person’s own use of the tool.

v People can point to changes that were made because
someone raised a concern.
Red flags to watch for

x Adoption numbers look fine, but people talk about the tool
differently in private than in meetings with leaders.

x Use is expanding, but few or no problems are being
reported.

x  When asked why a tool was deployed, most people can
only say that leadership wanted it.

x People are relying on rumors to understand how their
roles may change.
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7. MONITORING: RESPECT PSYCHOLOGICAL
BOUNDARIES AND SET LIMITS ON MONITORING

Relevant psychological and behavioral concepts: Privacy and
information boundaries, autonomy and dignity, algorithmic control,
electronic performance monitoring and surveillance, reactivity to
measurement, psychological safety, procedural justice, validity of
inferences about internal states

Strength of evidence: Well established for the effect of monitoring
on behavior, perceived control, well-being, and performance. Emerging
for the specific effects and validity of Al-enabled inferences about
individuals” internal states.

What this means

Al canrapidly collect detailed information about how people
work. Monitoring can serve real purposes, such as catching
a safety problem or showing where someone needs feedback.
But more monitoring is not necessarily better, especially
when people worry the data could be used to discipline or
dismiss them.888°°0 |ntensive monitoring often falls short
of expected performance gains and can increase stress, lower
satisfaction and trust, and invite misuse.” The key questions
are what to monitor and in how much detail, for what purpose,
who sees the data, what decisions it informs, and what
people are told.>293%4

Monitoring people for safety, such as detecting fatigue,
differs from tracking keystrokes or webcam data to judge
performance. The two call for different evidence and safe-
guards, and even safety monitoring can backfire if it is poorly
explained.

Asking workers to consent to monitoring is a weak safe-
guard when the request comes from their employer. Better
tests are whether people were clearly told what is collected
and why, whether the data are needed for a stated purpose
and used only for it, whether the amount of monitoring
matches what is at stake, and whether people can see and
challenge what is held about them.

Tracking output, errors, and throughput is often ordinary
management. Al can greatly increase the amount and detail
of the information available. It can also make monitoring more
invasive. Systems that are marketed as reading emotion,
engagement, personality, stress, or mental health from peo-
ple’'s work may get it wrong and predict their behavior poorly,
especially because felt emotions rarely predict behavior.®®
These assessments may be less reliable than they appear.
Errors matter, especially when the results could affect a per-
son's work reputation or employment status.®

Measuring behavior also changes it. Leaders should bear
in mind that monitoring may also change how people behave
and perform on the job, sometimes in unintended ways.

Suggested practices

* Tell people plainly what information is collected or
inferred about them, why, who can see it, and what deci-
sions it may inform.

AMERICAN PSYCHOLOGICAL ASSOCIATION

* Know whatinformation your Al systems store about indi-
viduals (summaries, profiles, stored memories, scores),
including records created as a side effect of personalization.
Collect only the data a stated purpose requires. Do not let
toolsinfer people's emotions, personality, engagement, or
mental health without a specific reason, and evidence that
the inference is sufficiently accurate for the intended use.
Inferences about mental health raise clinical, ethical, and
legal questions beyond the scope of this guidance and call
for particular caution.

* Keep monitoring for safety and quality separate from
evaluating individuals, and tell people which is which.

* Match the intensity of monitoring to the stakes. Do not
use monitoring data or Al-generated inferences for pur-
poses beyond those originally stated without reviewing
the new use and informing the people affected.

What effective deployment might look like
v Tracked metrics are clearly connected to important job
functions.

v People canaccurately describe what information is being
collected about them.

v Monitoring data gathered for safety or quality improve-
ment stays out of individual performance decisions.

v People keep reporting problems as monitoring expands.

Red flags to watch for

x Employees and the leaders who approved the monitoring
cannot accurately describe what information is being
collected.

x Data gathered to improve a process shows up in a per-
formance review.

x Atoolratesindividuals' engagement, stress, or attitudes
without a reliable way to check whether those ratings
are accurate.
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About this guidance

IN SCOPE

* Al tools that organizations deploy to help people with
substantive work, such as drafting, summarizing, ana-
lyzing, scheduling, reviewing, supporting decisions, car-
rying out transactions, and monitoring operations.

* Al built into equipment, robots, and workflows, where it
can set the pace of work, filter what a person sees, or
prompt or block an action without the person asking it to.

* Al systems that can take actions without continuous
human direction, including systems that carry out multiple
steps before a person reviews, intervenes, or is notified.

A note on Al making decisions. Some Al systems make, or
effectively make, important decisions. This guidance does
not assume that a person should always make the final deci-
sion. Decades of research show that formula-based judgment
can sometimes match or beat unaided human judgment.®”%8°°
For some tasks, research also supports combining human
and Al judgment.®©

Psychological and behavioral science raise questions that
accuracy alone cannot answer. How decisions are made and
explained can affect whether people view them as fair, whether
they trust the process, and how they respond to it.® When a
person remains responsible for reviewing an Al-supported
decision, that person also needs real authority to intervene.

When Al makes decisions without human involvement, this
guidance addresses the effects on people and organizations.

OUT OF SCOPE

Personnel selection and other formal human-resources
decisions are outside the scope of this advisory and are
addressed separately.

« Considerations and Recommendations for the Validation
and Use of Al-Based Assessments for Employee Selection,
Society for Industrial and Organizational Psychology, APA
Div.14

* Responsible Use of Al in Assessment, APA Committee
on Psychological Tests and Assessment (CPTA)

LEVEL OF THE GUIDANCE

This resource sets out broad objectives for organizations
deploying Al. It does not rate, endorse, or compare specific
products or prescribe a single approach to deployment.

A NOTE ON THE EVIDENCE BEHIND THIS RESOURCE
This guidance rests on two kinds of evidence.

*  Wellestablished. Some of the guidance draws on decades
of research on how people work with automated systems
and how organizations affect behavior. Much of this
research predates current Al, but the underlying human
behavior is well established.'©21931%4 Examples of well-es-
tablished areas of psychological and behavioral research
referenced throughout this guidance include: trust and
reliance on machines, automation bias, attention, out-
of-the-loop unfamiliarity, cognitive load, procedural jus-
tice, psychological safety, models of job performance,
team effectiveness, leadership and change implementa-
tion, the effects of job insecurity and role ambiguity, and
workplace behavior.

* Emerging. Other parts of the guidance address effects
being observed with current Al systems. The research on
these effects is newer, so the guidance treats the findings
as provisional, not settled.!05106107108109
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